Summary

Overview
of the geo
Framework

The geo framework is an open source, spatial data
management platform that aims to remove the barriers to
incorporating spatial data into research in any discipline.
Researchers have access to spatial data in many different
formats and from many different sources. Access to
spatial data has been enabled by fleets of satellites that
image the entire Earth at high resolution multiple times
per day, platforms which geocode news from around the
world, geo-referenced census and survey instruments,
and billions of GPS enabled consumer devices.
Researchers looking to utilize these resources face
challenges in acquiring or identifying the expertise to find,
manage, and integrate large quantities of data from
numerous sources.
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The geo framework underpins a number of modules
which enable individuals with limited expertise in the use
of spatial data to retrieve such data in easy-to-use
formats. By handling the complexities of working with
spatial data, it allows users to focus on using the data
output, rather than producing it. It is designed to work in
cluster computing environments and can handle requests
of hundreds of thousands of units of observation - making
data accessible to users in a way that it has never been
before.
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geo(query)
Custom

data requests into the geo framework can be
made via a simplified

online interface, geo(query). The

open source geo(query) module provides access to a
curated subset of spatial data. These datasets are
provisioned by spatial data specialists, who are
responsible for finding, downloading and preparing
datasets so that they can be ingested into the framework a process frequently done in consultation with the
practitioners or researchers that produce the data. These
specialists further record extensive metadata, as well as
make all scripts used and steps taken during data
processing publicly available. Once a request is made and
processed, results and documentation are sent via email
that include permanent download links so that users can
always find the exact data used for a specific project facilitating the replication of research findings.
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Introducing the geo Framework
Extracting value from existing spatial information can be extremely challenging for non-expert users. Programs such as ArcGIS
and Q can take years to master, datasets can be large and unwieldy, and spatial weighting and corrections can be difficult to
understand and implement. Historically, the human and computational costs associated with obtaining relevant spatial data
- e.g. the intensity of nighttime lights, the amount of tree cover, or the distance from a major road - at meaningful units of
analysis, such as census tracts or village administrative boundaries, has prevented spatial analyses in a wide range of fields.
Some recent initiatives have simplified access to the rapidly growing array of rich spatial data for non-experts. Of
particular note are the efforts of PRIO grid, TerraPop, growUP, and a number of  NASA products. These tools engage slightly
different user groups, ranging from academic researchers to practitioners. The (geo) framework adds to this ecosystem by
providing a scaleable, highly parallelized computational framework designed to enable non-experts to quickly extract
massive amounts of spatial information at fully customizable geographic units. Where previous tools have relied heavily on
preprocessing, revolved heavily around a single data source, or pre-determined the geographic boundaries a user can utilize,
the geo framework allows all of these factors to be dynamic. Through (geo)query, an online interface enabling access into the
geo framework’s store of data, we provide a flexible, expert-curated solution which enables easier access to a wider set of
spatial information than has been available to date.
This document provides users of the (geo) framework - or related tools such as (geo)query - with information on the
technical steps taken to process and integrate data sources. It is aimed at users with little technical background in the use of
spatial data, and seeks to introduce both the challenges and solutions (geo) provides. We further provide detailed
information on the procedure used to integrate international aid information published by AidData, which represents a novel
source of geographic data available within this tool.

Technical Overview: The geo Framework
A key component of making spatial data easily accessible to users is providing a simple frame of reference for all spatial data,
regardless of format or origin, that can also be utilized in non spatial applications. However, different data types, projections,
and many other issues can challenge even experts’ ability to integrate across different spatial data types. The core of the geo
framework is built on the concept of making this process easier by leveraging expert curation and large, scalable computation
to integrate different types of spatial data, including the commonly used raster and vector based representations, into a
single data framework.

Introduction to Spatial Data Formats & Data Extraction
Vector data formats, such as ESRI’s shapefile 1 and the open GeoJSON 2 standard, are generally used to describe discrete
spatial features including points, polygons and lines. Examples of spatial features defined by vector data are administrative
boundaries, buildings and roads, and points where measurements were taken. Rasters are a way of representing a grid of
spatial data by georeferencing a set of pixels. Each pixel in a raster represents a value at a specific location defined by the
resolution of the raster and how it was georeferenced. The raster format is most commonly associated with satellite imagery
but can also be used to display surfaces produced by models or sets of point data such as from ground sensors (e.g., weather
stations). Similar to vector data, there are many different standards for raster data such as the commonly used GeoTiff3 and or
ESRI ASCII Grid4 . Most vector and raster data utilize formats that are incorporated in the Geospatial Data Abstraction Library
(GDAL)5 , which is an open source programming library used by many Geographic Information System [GIS] applications to
read and write vector and raster data from different formats. Figure 1 contains an example of each type of data.

https://www.esri.com/library/whitepapers/pdfs/shapefile.pdf
RFC 7946 GeoJSON (https://tools.ietf.org/html/rfc7946)
3
https://trac.osgeo.org/geotiff/
4
http://resources.esri.com/help/9.3/arcgisdesktop/com/gp_toolref/spatial_analyst_tools/esri_ascii_raster_format.htm
5
http://www.gdal.org/
1
2
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Research with spatial data is frequently conducted using units of analysis which are defined by boundaries (vector data
features) such as administrative zones or grids. In software or tools designed to use spatial information (i.e., GIS platforms
such as ESRI’s ArcMAP and Quantum GIS), information about measurements taken within a set of boundaries are generally
saved as an attribute, or property, of each unit (i.e., the total population that falls within a geographic boundary would be an
attribute of each spatial unit of observation, such as a district). These properties can be exported in familiar nonspatial
formats such as a comma separated value (CSV) file, usable with a wide variety of applications (e.g., Excel, R, Stata, Python).

The most fundamental module in the g
 eo framework is the data extraction module which is responsible for calculating the
values of source data within arbitrary sets of boundaries. A key method used in this module involves extracting data from
rasters to units of analysis (Figure 2; Table 1). This extract process for rasters is often referred to as “zonal statistics” in GIS
tools and software6 , and is a common method of summarizing information from raster data sources within an area defined by
vector features, such as administrative units.

6

ArcGIS Zonal Statistics http://desktop.arcgis.com/en/arcmap/10.3/tools/spatial-analyst-toolbox/zonal-statistics.htm
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Raster Extract Methods
The geo framework performs raster extracts with methods similar to many other zonal statistics implementation, using a
modified version of the Python package rasterstats (Perry 2016). Generating statistics for a boundary requires determining
which cells in the raster are associated with the boundary, as well as the degree of overlap between each geographic
boundary and raster cell. Selecting the relevant cells is accomplished by first rasterizing the boundary using the affine
transformation (i.e., resolution and cell alignment) of the raster data. The rasterized boundary can then be applied as a mask
to the raster data to select only the relevant cells whose values can then be passed along to a statistical function (mean, max,
etc.)7 . Although other implementations of zonal statistics use the same fundamental concept, improvements have been made
to the methods used within the geo framework to increase the accuracy of the raster extract process.

Accounting for edge-case cells with partial coverage
During the raster extract process, cells along the exterior edge of a boundary are often only partially covered, such as in Figure
3b. When rasterizing a boundary that has partial cell coverage, it is common for zonal statistics methods8 to either include or
exclude an entire cell based on whether the centroid of the cell is covered by the boundary. Some tools provide alternatives to
the centroid method which enable users to always include cells along the exterior of a boundary (Perry 2016) or to weight
cells based on the actual coverage (Hijman 2015).
Figure 3 shows an example raster dataset, in this case representing estimates of the temperature within each cell9 . Given this
raster (Figure 3a) and a geographic boundary (red outline in Figure 3b), a common goal is to determine the mean value of
raster cells associated with the boundary - i.e., our best estimate of the true temperature for the geographic area outlined in
red.

Using the centroid based approach to rasterize the boundary outlined in red, the two left cells of the raster would be averaged
(in their entirety) and the two right cells would be ignored (Figure 4a). To produce a more accurate estimate of this area’s
mean temperature, the geo framework leverages an alternative approach that estimates the percentage of overlap between
each raster cell and the geographic boundary. To avoid the increased computational complexity of determining the exact
overlap (i.e., running an intersection of each raster cell’s bounding box with the boundary geometry), we instead estimate the
overlap by exploiting the existing behavior of the boundary rasterization process.

7

ArcGIS (http://desktop.arcgis.com/en/arcmap/10.3/tools/spatial-analyst-toolbox/h-how-zonal-statistics-works.htm)
ArcGIS, Quantum GIS
9
The data in this example is NOT real and has been created purely to illustrate the methods being discussed.
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The existing centroid based rasterization can be utilized to produce coverage estimated by applying the boundary
rasterization at a finer resolution than the actual resolution of the raster data being extracted10. The cells in this fine
resolution rasterization can then be aggregated back to the original resolution to produce a coverage estimate. Figure 4 and
table 2 provide an example which compares ignoring percent coverage and incorporating it; in this example, the centroid
based zonal statistics method produces an estimated mean of 25, while the weighted method based on the percent coverage
of cells estimates a mean of 28.75, or approximately a 13% difference.

10

The resolution of the boundary rasterization (i.e., the finer scale grid which is overlaid) is relative to the original raster
resolution based on a scaling factor (e.g., a scale of 10 equates to the boundary being rasterized at 1 order of magnitude finer
resolution - a single cell becomes a 10x10 grid of cells). Determining an optimal scaling factor involves balancing accuracy
with computational processing time and memory usage. Simulations suggest a scaling factor of 10 will usually result in
estimates of overlap within reasonably low error (<10%) compared to the actual overlap, with minimal
computational/memory cost increases. Larger scaling factors, such as two orders of magnitude finer resolution or more, can
result more accurate (<5% error) coverage estimates but are slower and creates a larger memory footprint (when working
with large boundaries and extremely high resolution rasters, memory can be a significant bottleneck, even on systems with
unusually large amounts of memory). As a tradeoff between computational efficiency and accuracy, the geo framework
defaults to a resolution 1 order of magnitude finer than the source raster, but allows for the scaling parameter to be set
according to the precisional needs of individual research projects.

5

Mean = 101 ++140 = 25.00

7.5 + 40 + 5
Mean = 0.55++0.25
+ 1 + 0.25 = 28.75

Accounting for actual area represented by cell
Because data collected over space is generally represented on a 2D plane (i.e., a satellite image), and the earth is a 3D sphere,
there are issues that must be accounted for to ensure that measurements are correctly ascribed to areas of interest. In
particular, when extracting data from an area represented by raster cells, it is important to consider the physical area
represented by each cell (and, how these areas may vary across cells). To establish this, information on both the coordinate
reference system (CRS) and projection used for the data must be known. Most widely used and publicly available global
datasets utilize CRS EPSG:4326, commonly referred to as WGS84. Unlike equal area projections (such as Lambert Azimuthal
Equal-Area projection with CRS EPSG:3408), which maintain a constant cell area across latitudes, the area represented by
cells in a WGS84 dataset is dependent on latitude. In WGS84, as cell observations approach the poles, lines of longitude
converge and cell area decreases (Figure5).
To accurately account for area when performing analyses using WGS84 datasets, there are two possible methods:
reprojecting the datasets to an equal area projection, or weighting cells based on latitude during the extract process. The
most commonly employed approach to this procedure is reprojection of both the source (raster) and boundary (vector)
datasets to equal area projections. However, in order to reproject a raster dataset each cell must be treated as a point (or a
finite set of points), generally based on the centroid of the cell in existing implementations. Because of this, during the
process of raster reprojection it is necessary to resample the underlying data in order to rebuild the surface using the new
projection. Resampling can introduce changes into the data depending on the data type, resampling method, and raster
resolution.
Because of this limitation, we instead (a) reproject boundary information to the same
projection as the source raster (a process that can be done with perfect accuracy (Kugler 2015)),
and (b) weight cells based on latitude during the data extraction process. After the boundary is
reprojected, weights for the underlying raster data are generated for each row of pixels, utilizing
the Haversine distance formula to account for variable size of raster cells as distance from the
equator increases (Figure 5). This approach incurs minimal computational costs during the
extract process and requires no additional preprocessing or management of the data outside of
the extract process.11
Using the same example data from Figure 3, we assume that the underlying raster that is
measuring temperature has a (extremely coarse) resolution of 40 decimal degrees, and the top
left corner is located at a latitude of 80 degrees (projected in WGS84). Using the latitude at the
center of each row of cells (60 degrees for the top row of raster, 20 degrees for the bottom row
of this example raster) the ratio of spherical distances calculated using the haversine formula were 0.5 for the top row and
0.766 for the bottom row.

11

Distance between lines of latitude remains constant, so a measurement of longitudinal distance can be used to
weight each cell rather than the actual cell area (i.e., latitude distance x longitude distance)
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+ 3.75 + 30.64 + 3.83
Mean = 0.5×0.5 +2.5
0.25×0.5 + 1×0.766 + 0.25×0.766 = 30.56

The final calculation takes into account the underlying values of the raster data, the overlap between the boundary and
rasters on edge cases (“coverage weights”), and the weighting to account for the relative areas of each cell (“area weights”).
This results in a final set of data (Table 3) which is used to identify the best approximated weighted mean for a given geometry
- in this case, 30.56. In this example, the raster resolution was exaggerated to illustrate how the cell area weighting based on
latitude functions with a simplified (four-cell) raster. However, when applied to actual extractions with finer resolution and
less variation in latitude it is still an important consideration and can noticeably change the results if not accounted for.

Incorporating Geocoded Tabular Information (AidData)
Along with data from third party sources, the geo framework and geo(query) module also provide a new way of accessing
AidData’s geocoded research releases on development finance and international aid. By utilizing new methods of
transforming tabular geocoded aid data into raster surfaces, the geo framework produces more accurate representations of
information on where aid is allocated than existing best practices, as well as providing researchers with the ability to
incorporate uncertainty metrics into analyses using aid data.
AidData’s methodology12 for georeferencing or geocoding development projects was originally developed in 2010 by AidData
in partnership with the Uppsala Conflict Data Program (UCDP) 13. The methodology was later revised by IATI14 and eventually
adopted as a global reporting standard. Following the geocoding methodology, teams of geocoders use project information
to identify where projects took place and assign the most accurate location possible, based primarily on Geonames15. For
each location, coordinates are assigned along with codes signifying how well the coder was able to match a Geonames
location and the type of location matched (e.g., city, second order administrative zone, hospital, etc.).
Describing spatial features, which are often areas and not points, with a point based precision (or similar) coding system has
inherent limitations that can make spatial analysis difficult and inaccurate. By defining rules which allow points to be
converted to geometry based on the coding system used, it is possible to generate rasters which represent a distribution of
aid across the geometry where it was allocated (as opposed to a point-based representation). These spatial representations
(generalized using raster format data) make it possible to produce statistics for areas represented by arbitrary user defined
boundaries, resulting in aid estimates reflective of aid in a region based on the geometries to which it is known aid was
allocated. This represents an improvement on the currently, commonly-employed point-in-polygon aggregation (i.e., spatial
join) using point-based representations of aid flows. In addition to traditional statistics (e.g., sum of aid in an area), the
process of extracting data from aid rasters makes it possible to produce new measures of spatial uncertainty about aid
estimates for use in models.

Procedures for Integrating Tabular Information (AidData)
The value of, and need for, aid rasters can be explained and visualized using a simple example of an individual location
associated with a project in Nepal16 which has a geocoded latitude and longitude provided. Aid information for this project

12

AidData Geocoding Methodology (http://aiddata.org/sites/default/files/ucdp_aiddata_codebook_published.pdf/0
UCDP (http://www.pcr.uu.se/research/UCDP/)
14
IATI (http://www.aidtransparency.net/)
15
Geonames( http://www.geonames.org/)
16
AidData Nepal Geocoded Research Release (NepalAMP_GeocodedResearchRelease_Level1_v1.3
13
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location will be aggregated to a sub-district unit of analysis using both a traditional point-in-polygon style spatial join17 and
the method employed by the geo framework in order to compare the two methods.
Relevant information about the hypothetical project location which is used in this example can be found in Table 4. Figure 6
shows the location of the project location, as well as the ADM4 units proximate to it (outlined in yellow). In this hypothetical
case, a practitioner seeks to identify the total amount of aid being sent to each 4th order administrative boundary, and is
provided with information from Table 4 for the example project location. This is a very common use-case for information
which is geocoded from text-based source documents (i.e., news reports, or in this case project PDFs). Currently, the most
common method used for aggregating data is to first drop out extremely coarse data (i.e., all locations that are not at least as
precise as the unit of analysis in order to avoid concerns of spatial ambiguity), and then conduct a point-based spatial join (or
other spatial-analytic technique) to the units of analysis a researcher is interested in. Recent examples of this include
Buchanan 201618, Runfola 2016, Odokonyero 201519, Briggs 201520 , Dreher 201521, Weezel 2015 22 and Masaki 201523. Using this
method introduces some significant issues. First and foremost, there is significant bias in using point-based spatial joins
when points are truly representative of geographic boundaries, an example of which is provided in Figures 6-9. Additionally,
in the case of international aid, by dropping out projects which do not have exact geographic information it is possible
systematic biases will be introduced into analyses, i.e., projects with poor documentation could be systematically
implemented in different ways than those with rich documentation along meaningful dimensions.

The technical process followed by a spatial join procedures is to iterate over all project locations and perform a spatial check
to find the geographic boundary (i.e., unit of observation) they are located within. The aid associated with a project location is
then added to the aid attribute for that unit. Figure 7 represents aid aggregated to the ADM4 level using a spatial join,
following the example data in Table 4. All of the aid was assigned to the ADM4 unit the point is within, which is shown as dark
green. These steps represent an example of the currently employed best practices.
Within the geo framework, we leverage additional information on the geographic boundaries associated with each
point. Based on our project location information in Table 4, there is also additional information on the precision of the
geographic boundary - i.e., this point was geocoded with a precision code of 1. In the case of AidData, this information allows
us to ascribe a 25 kilometer buffer - i.e., we know the aid went somewhere within a 25km area around the point, but the exact
latitude and longitude may not be meaningful. Following this, the case seen in Figure 7 which assigns all aid to a single ADM4
unit because geocoded coordinates lie within it, is erroneous, and can lead to misattribution and further modeling errors.

http://www.qgistutorials.com/en/docs/performing_spatial_joins.html
AidData Working Paper: wps20_world_bank_biodiversity
19
AidData Working Paper: wps18_sub-national_perspectives_on_aid_effectiveness
20
AidData Working Paper: wps13_does_aid_target_the_poorest
21
AidData Working Paper: wps9_aid_and_growth_at_the_regional_level
22
AidData Working Paper: wps8_a_spatial_analysis_of_the_effect_of_foreign_aid_in_conflict_areas
23
AidData Working Paper: wps5_the_political_economy_of_aid_allocation_in_africa
17
18
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Instead, we represent aid project locations with their geometries - in this example, using a 25 km buffer around the
coordinates - i.e., the area we know the aid went within, rather than the exact location. The buffer for our project location at
least partially covers 10 ADM4 units. As a baseline “no information” case, geo(query) defaults to evenly split aid (a) equally
across the buffered area, (b) across all locations associated with a project, and (c) across sectors (in the event that multiple
sectors are associated with a project). This assumption - the “equal split” case - can be modified by researchers that are
interested in exchanging additional assumptions for more precision (i.e., a practitioner may want to assume that aid is more
likely to be allocated to areas with higher temperatures, but the geo(query) system defaults to the no assumption case). With
this spatial surface, we can extract a summary of the raster cells within each boundary of interest. This process is summarized
in Figures 8 and 9.

9

As Figure 9 shows, by following this procedure the aid is now spread across the ADM4 units proximate to the geocoded
location, based on their relative overlap with the buffered region. A comparison of the current best practice (spatial joins) and
geo framework’s boundary-based extraction results can be seen in Figure 10. The data that would result from these two
approaches can be seen in Table 5. The results for the geo framework extract also provide a “reliability” column, which is a
metric of spatial certainty derived based on the geographic boundaries aid was allocated to. More information on how to use
this reliability information in modeling efforts can be found in a follow-up to this document, Modeling Spatial Imprecision
with geoSIMEX, available online via geo.aiddata.org.
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Conclusion and Further Resources
In this introduction of the AidData geo framework, we outline the underlying theories we leverage to support large-scale
spatial data extractions based on wide sets of geospatial data. Further, we provide insight into how we integrate
tabular-based geocoded information from the AidData database with these sources. We argue that by coupling a framework
which supports the processing of large sets of curated spatial information with an easy-to-use interface, called geo(query),
users who are currently unable to use spatial data due to the significant associated costs will be enabled to do so. Further, by
providing a framework which can provide more accurate, geometry-based representations of data which was geocoded from
news articles or other textual sources, we seek to promote more accurate use of such information.
Further resources regarding the geo framework can be accessed via geo.aiddata.org.
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